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On the Performance of Autocorrelation Estimation
Algorithms for fMRI Analysis

Brian Lenoski, Member, IEEE, Leslie C. Baxter, Lina J. Karam, Senior Member, IEEE, JosØ Maisog, and
Josef Debbins

Abstract—Pre-whitening of fMRI time-series is commonly per-
formed to address temporal autocorrelations. The pre-whitening
procedure requires knowledge of the spatially dependent autocor-
relations, which in turn must be estimated from the observed data.
The accuracy of the autocorrelation estimation algorithm is im-
portant because biased autocorrelation estimates result in biased
test statistics, thereby increasing the expected false-positive and/or
false-negative rates. Thus, a methodology for testing the accuracy
of autocorrelation estimates and for assessing the performance
of today�s state-of-the-art autocorrelation estimation algorithms
is needed. To address these problems, we propose an evaluation
framework that tests for signi�cant autocorrelation bias in the
model residuals of a general linear model analysis. We apply the
proposed testing framework to 18 pre-surgical fMRI mapping
datasets from ten patients and compare the performance of pop-
ular fMRI autocorrelation estimation algorithms. We also identify
�ve consistent spectral patterns representative of the encountered
autocorrelation structures and show that they are well described
by a second-order/two-pole model. We subsequently show that
a nonregularized, second-order autoregressive model, AR(2), is
suf�cient for capturing the range of temporal autocorrelations
found in the considered fMRI datasets. Finally, we explore the bias
versus predictability tradeoff associated with regularization of the
autocorrelation coef�cients. We �nd that the increased bias from
regularization outweighs any gains in predictability. Based on the
obtained results, we expect that a second-order, nonregularized
AR algorithm will provide the best performance in terms of
producing white residuals and achieving the best possible tradeoff
between maximizing predictability and minimizing bias for most
fMRI datasets.

Index Terms—Autocorrelations, bias, fMRI, pre-whitening, reg-
ularization.
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I. INTRODUCTION

T HE general linear model (GLM) is a �exible and widely
used tool for analyzing fMRI datasets [1]�[3]. One com-

ponent of the GLM involves specifying the statistics of the ad-
ditive noise. A common assumption is that the noise is tempo-
rally uncorrelated. Violation of this assumption biases the test
statistic used to test for an effect. Functional MRI time-series
are known to contain temporally correlated noise from both
physical and physiological processes [4]�[6]. The existence of
colored noise has been reported in the fMRI literature and nu-
merous algorithms have been proposed to account for this non-
white structure when solving the GLM equations [5], [7]�[16].

Autocorrelations in fMRI time-series are thought to origi-
nate from a variety of sources. Low frequency correlations, e.g.,
scanner drift, are often attributed to equipment and other phys-
ical sources and have been observed in patients, cadavers, and
phantoms [6]. Wide-band correlations are thought to result from
the undersampling of higher frequency physiological processes
such as heavily aliased cardiac and respiratory cycles [17]. Ad-
ditional autocorrelation sources likely exist but are not yet com-
pletely understood [18]. Explicit modeling of autocorrelations is
dif�cult because they are spatially dependent and variable [19].
In [3], the autocorrelation problem was mitigated by adjusting
the effective residual degrees of freedom to re�ect the overesti-
mation of test statistics resulting from positive autocorrelations.
In [5], the autocorrelation bias was handled by bandpass �l-
tering the observed time-series thereby imposing a known au-
tocorrelation structure which was assumed to �swamp� the un-
known correlations. A pre-whitening solution to the autocor-
relation problem was proposed by Bullmore et al. [13]. Pre-
whitening, compared with alternative algorithms, has the dis-
tinct advantage of returning the best linear unbiased estimates
(BLUEs) of the GLM regression coef�cients and thus is the
preferred method for most GLM-based fMRI processing ap-
plications. The pre-whitening procedure requires knowledge of
the unknown noise autocorrelations which must be estimated
from the observed fMRI data. Various parametric autocorrela-
tion estimation models have been proposed in the fMRI litera-
ture, including: a th-order autoregressive, , model [9],
a �rst-order autoregressive, AR(1), model [13], a �rst-order au-
toregressive moving-average, ARMA(1,1), model [14], a con-
trast ARMA model of variable order [15], a frequency do-
main model [20], and an AR(1) plus white noise model [17]. A
nonparametric solution is provided in [7].

The choice of autocorrelation estimation algorithm is impor-
tant because pre-whitening is known to be sensitive to the accu-
racy of the autocorrelation estimates [5]. Inaccuracies result in
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biased test statistics. These biased test statistics can in turn re-
sult in false positives and/or false negatives in terms of detected
activations. A methodology for testing the accuracy of autocor-
relation estimates and for assessing the performance of today�s
state-of-the-art autocorrelation estimation algorithms is there-
fore needed. While several studies to date have considered these
problems, there are three limitations with previous performance
comparisons of fMRI autocorrelation estimation algorithms: 1)
the tests were applied to either simulated or null datasets rather
than the activation datasets obtained in practice; 2) only a subset
of the commonly used autocorrelation algorithms were tested;
and/or 3) the results did not provide insight as to why one algo-
rithm performed better than another.

To address these limitations, we propose an extension of the
testing framework described in [6], [22]. The proposed testing
framework is based on the Durbin-Watson (DW) and cumula-
tive periodogram (CP) tests [22]. We apply the proposed testing
framework to 18 pre-surgical fMRI mapping activation datasets
and compare the performance of several popular fMRI auto-
correlation algorithms, including: the voxel-wise nonparametric
algorithm in [7], the global AR(1) algorithm in [8], and the
voxel-wise AR(1) algorithm in [9]. Variants of these autocor-
relation estimation algorithms are implemented in FSL [23],
SPM2/5 [8], and fMRIStat [9], respectively. In addition, a non-
regularized AR(2) autocorrelation estimation algorithm is tested
and is shown to exhibit superior performance in terms of pro-
ducing white residuals. More generally, we show that nonregu-
larized autocorrelation estimation algorithms achieve a superior
performance as compared to their regularized counterparts, mo-
tivating a need to revisit the issue of regularization of the auto-
correlation coef�cients.

The remainder of this paper is organized as follows. In
Section II, we describe the general fMRI signal model. In
Section III, we review several autocorrelation estimation
algorithms employed by popular fMRI analysis packages.
Section IV describes the fMRI experiments, data processing,
and evaluation framework used to compare the autocorrela-
tion estimation algorithms. In Section V, we provide results
followed by a discussion of the results in Section VI.

II. FMRI SIGNAL MODEL

Fig. 1 depicts a general fMRI signal model. The discrete-time
fMRI signal, , at a particular location is
modeled as a linear admixture of signal, , low-frequency
drifts, , and noise, . The signal, , is generated
by passing the known input functions,

, through a linear time-invariant (LTI) �lter char-
acterized by the hemodynamic (impulse) response function
(HRF). The input functions are typically boxcar/square-wave
functions (possibly nonperiodic) for block experimental designs
and variable-length impulse trains for event-related designs.
The internal structure of the HRF �lter is shown in Fig. 2.
Each input function, , is individually con-
volved with each basis function, , and then
downsampled to match the sampling period of the fMRI signal
resulting in the signals . Each signal is then
multiplied by a scalar coef�cient, . Common basis functions
used for fMRI analysis include the canonical hemodynamic
response function and its time and dispersion derivatives [24],

Fig. 1. fMRI signal model.

half-cosines [25], Gaussians [26], and lagged gamma functions
[26]. The low-frequency drifts, , are modeled as a linear
combination of weighted discrete cosine transform (DCT) basis
functions [8], polynomials [9], or splines [27]. Drifts can alter-
natively be pre-�ltered from the statistical analysis using the
canonical correlation technique in [28], the nonlinear running
lines smoother technique in [10], or residual DCT �ltering
[29]. The noise, , is modeled as a stationary, multivariate
Gaussian process with variance, , and autocorrelation matrix,

. The observed fMRI signal can be expressed as follows:

...
... (1)

where is a matrix whose columns are the signal vectors
, is a matrix whose columns

are the sampled drift functions, is a vector
of random noise, and and are the corresponding unknown
weights. Expressing (1) in the general linear model form yields

(2)

where is the observation or design matrix, and is the vector
of regression coef�cients. From the Gauss-Markov theorem
[30], the best linear unbiased estimates (BLUEs) of the GLM
regression coef�cients are equal to the linear least-squares
estimates of the transformed model

(3)

where the whitening matrix satis�es

(4)

and is the positive-de�nite autocorrelation matrix. Given ,
the whitening matrix can be found using standard matrix de-
composition techniques, e.g., Cholesky decomposition.

Given the contrast vector, , which tests for the desired effect
[1], the whitened design matrix, whitened observation vector,
BLUEs, model residuals, unbiased variance estimate, and t-test
statistic are given by [31]

(5)
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TABLE I
AUTOCORRELATION ESTIMATION ALGORITHMS AND FMRI SOFTWARE

Fig. 2. Structure of the HRF �lter.

If is assumed to be white-noise, both and reduce
to the identity matrix and (5) returns the so-called ordinary
least-squares (OLS) estimates. In practice, is unknown,
spatially dependent, and varies considerably over both sub-
jects and voxels. An estimate of the autocorrelation matrix
is consequently substituted into (4) for the true but unknown
autocorrelations. In general, the particular combination of HRF
basis functions, drift functions, and the autocorrelation estima-
tion algorithm employed will impact the �nal value of the test
statistic in (5). Here we restrict our focus to bias in the test
statistic resulting from inaccurate or incorrect estimation of the
autocorrelations.

III. EXISTING AUTOCORRELATION ESTIMATION ALGORITHMS

Table I lists the autocorrelation estimation algorithms em-
ployed by four popular fMRI software packages. The AFNI
software [32] assumes uncorrelated noise and thus no auto-
correlation correction is performed; the resulting regression
analysis therefore reduces to OLS. The FSL software [23]
utilizes a regularized, nonparametric autocorrelation estimation
algorithm [7]. Unbiased sample autocorrelation coef�cients are
computed from the OLS residuals, regularized, then windowed
with a Hann window [33] to produce the �nal autocorrela-
tion estimates. The SPM2/5 [8] software employs a global,
linearized �rst-order autoregressive autocorrelation algorithm

[8]. The weighted sample covariance of the voxels identi�ed
as most likely to contain activation are �rst pooled. The pooled
covariance is then used to �nd the restricted maximum likeli-
hood (ReML) estimates [34], [35] of the two parameters of the
linearized AR(1) model. The fMRIStat [9] software employs a
voxel-wise, regularized autocorrelation algorithm [9],
[36]. Sample autocorrelation coef�cients are computed from
the OLS residuals, bias corrected, and then regularized. The
autoregressive coef�cients are found from
the Yule-Walker equations. The whitening matrix, ignoring
end effects, can be constructed directly from the autoregressive
coef�cients as follows:

. . .
...

. . . . . .

. . . . . . . . .

. . . . . . . . . . . .
...

. . . . . . . . . . . . . . .

(6)

IV. METHODS

The fMRI experiments, acquisition, data processing, and
testing framework used to assess the relative performance of
autocorrelation estimation algorithms are described below.

A. Experiments

Data from 3 types of tasks were obtained from ten patients.
Tasks were all block paradigms targeting visual, language com-
prehension, or motor activation. The number of acquired vol-
umes for the vision, language, and motor tasks were 100, 70, and
90, respectively. During the vision task, patients looked at either
pictures or a cross hair in alternating 30-s blocks for a total of
�ve cycles. For the language comprehension task, patients read
short paragraphs for 24 s followed by 18 s of a baseline task for
a total of �ve cycles. On the motor task, patients tapped their
right index �nger, left index �nger, or remained at rest for a pe-
riod of 18 s with a total of �ve occurrences for each condition.
A total of 18 datasets were acquired: �ve patients performed
both the vision and motor tasks, three patients performed both
the vision and language comprehension tasks, one patient per-
formed only the motor task, and one patient performed only the
language comprehension task.
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Fig. 3. Spectral patterns identi�ed in OLS residuals. (a) Positively correlated,
1-pole spectrum; (b) negatively correlated, 1-pole spectrum; (c) negatively cor-
related, 2-pole spectrum; (d) positively correlated, 2-pole spectrum; (e) approx-
imately white spectrum.

B. Imaging Parameters

Scans were acquired at the Barrow Neurological Institute
on a GE Excite 3-T MRI scanner. Functional scans were ac-
quired using an eight-channel head coil and 2-D gradient-echo,
echo planar imaging sequence with the following parameters:

, ,
, ,

, ,
, interleaved acquisition, no gap.

C. Data Analysis

Preprocessing of the functional datasets included rigid-body
motion correction using the SPM5 software [8]. The columns
of the design matrix were constructed using �lter inputs mod-
eled by boxcar functions corresponding to the experimental tim-
ings (cf. Fig. 2). The canonical hemodynamic response func-
tion [24] and its temporal derivative were chosen for the HRF
basis functions. The temporal derivative of the canonical HRF
was included to account for differences in both slice acquisition
times and peak response delay. Drifts were modeled in the de-
sign matrix using the SPM5 [8] discrete cosine transform basis
functions with cut-off parameter set to 120, 84, and 108 s, for

Fig. 4. Results for OLS residuals. (a) DW statistic; (b) DW p-value; (c) RW%
for each dataset.

the visual, language, and motor tasks respectively. A column
of ones was included to model the mean. Statistical processing
included an initial OLS �t, yielding the OLS residual time-se-
ries. The autocorrelation matrices of the OLS residual time-se-
ries were then estimated using six algorithms, including: regu-
larized and nonregularized versions of the nonparametric algo-
rithm in [7] with the window parameter, , set to 15, regular-
ized and nonregularized versions of the AR(1) algorithm in [9],
and the global AR(1) algorithm in [8]. In addition, a nonreg-
ularized AR(2) algorithm was implemented following [9]. For
the regularized algorithms, the autocorrelation coef�cients were
spatially smoothed using an isotropic Gaussian �lter with a full
width at . The whitening
matrix for each of the six autocorrelation algorithms was found
[using (4) or (6)] and the pre-whitened residuals for each algo-
rithm were computed using (5).

D. Evaluation Framework

Evaluating the accuracy of autocorrelation estimation al-
gorithms on activation fMRI datasets is dif�cult because the
ground truth is not known. Luo and Nichols [22] recently
described the application of two tests for colored structure in
the residuals of a GLM analysis: 1) the Durbin-Watson (DW)
test [37], [38] for an assumption of independence against an
alternative of �rst-order autocorrelations and 2) the cumulative
periodogram (CP) test for an assumption of independence
against an alternative of general order autocorrelations. These
tests are equivalent to testing the GLM residuals for an assump-
tion of white noise against an alternative of colored noise. If
the autocorrelation estimate is accurate for a particular voxel,
then the model residuals will be approximately white. If the
autocorrelation estimate is signi�cantly biased, then the model
residuals will be colored. The DW and CP tests thus provide
a mechanism for measuring the relative performance of fMRI
autocorrelation estimation algorithms. We introduce and de�ne
the relative whitening performance metric (RW%) for a partic-
ular autocorrelation estimation algorithm as follows.

1) Apply the DW and CP tests separately to each GLM
residual time-series.

2) If the null hypothesis of white noise is accepted
for both tests, then classify the voxel�s

spectrum as white.
3) If the null hypothesis is rejected for either test, then con-

clude that a statistically signi�cant autocorrelation struc-
ture is present and classify the voxel�s spectrum as colored.
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Fig. 5. DW statistic histogram (left) and DW p-value histogram (right). (a) nonregularized AR(2); (b) global AR(1); (c) regularized NP; (d) nonregularized NP;
(e) regularized AR(1); (f) nonregularized AR(1).

4) Compute the relative whiteness performance metric of the
autocorrelation estimation algorithm as follows:

(7)
In addition to the RW% performance metric, we �nd it useful

to analyze histograms of the DW test statistic and, in particular,
the DW probability (p-)values accumulated across voxels. The
DW test statistic is de�ned as

(8)

where are the GLM model residuals (given in (5)) and is
the lag-1 normalized autocorrelation coef�cient. The range of
is zero to four. Values near two indicate no evidence of autocor-
relations, values less than two indicate evidence of positive au-
tocorrelations, and values greater than two indicate evidence of
negative autocorrelations [37]. The computed DW p-value prop-
erly accounts for dependencies in the residuals with respect to
the column space of the design matrix. DW p-values near zero
indicate a high probability of positive autocorrelations, while
DW p-values near one indicate a high probability of negative
autocorrelations. The reader is referred to [22] for further de-
tails on the DW and CP tests in the context of fMRI analysis.

V. RESULTS

A. Spectral Identification of Autocorrelations

Prior to the application of our proposed testing framework,
we wanted to qualitatively explore the autocorrelation struc-
tures, equivalently spectral patterns, of the residual time-series
for which we desire to �nd autocorrelation estimates. For this
purpose, we developed an interactive Matlab GUI allowing us
to examine voxel-wise power spectral density (PSD) plots of the
OLS residual time-series from all 18 datasets in the study. The
OLS residual time-series provide a good �rst-order approxima-
tion of fMRI noise [7] and are given by

(9)

where the OLS regression estimates are given by

(10)

Across all datasets, we identi�ed �ve consistent spectral pat-
terns (Fig. 3) including: positively and negatively correlated
spectra well described by one-pole models, positively and neg-
atively correlated spectra well described by two-pole models,
and approximately white spectra. The �ve spectral patterns were
identi�ed as follows: 1) load the 4-D OLS residual time-series
into the developed Matlab GUI; 2) explore the spectra for each
slice of the dataset and note consistent spectral patterns (approx-
imately 20�30 s per slice); 3) repeat Steps 1 and 2 for all datasets
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Fig. 6. (a), (b) Misclassi�cation bias and (c) underestimation bias in the OLS spectral estimates (top). The pre-whitened residual spectra are subsequently non-
white (bottom). (a) Reg. AR(1); (b) reg. AR(1); (c) reg. NP.

Fig. 7. OLS residual spectrum (solid, top), estimated residual spectrum (dashed, top) and pre-whitened residual spectrum (bottom) for positively correlated,
single-pole spectrum. All algorithms successfully removed autocorrelations. (a) AR(2); (b) gl. AR(1); (c) reg. NP; (d) NP; (e) reg. AR(1); (f) AR(1).

in study. In general, we did not observe the periodic patterns as-
sociated with spectra requiring three or more poles to describe
their behavior. Based on these observations, we hypothesize that
an AR(2) autocorrelation model is suf�cient for capturing the
range of temporal autocorrelation structures in the considered
fMRI time-series.

B. Analysis of OLS Residuals

We applied the DW and CP tests [22] to the OLS residual
time-series from all 18 datasets in the study and computed his-
tograms of both the DW statistic and DW p-value accumulated
across all voxels [Fig. 4(a) and 4(b)]. The mean of the DW

statistic histogram is shifted below 2.0, indicating a strong pres-
ence of positive autocorrelations in the OLS residuals. The DW
p-value histogram shows that 69% of the OLS residual time-
series have signi�cant positive autocorrelations (p-values less
than 0.05) and 1.9% have signi�cant negative autocorrelations
(p-values greater than 0.95). The null hypothesis of white-noise
is accepted in only 29.1% of the OLS residual time-series with
respect to the DW test. Overall, our results agree with previous
�ndings that most OLS residuals have signi�cant positive au-
tocorrelations (nearly 7 in 10 for our analysis) [7]�[9], [21]. Fi-
nally, we computed the OLS RW% performance metric for each
of the 18 datasets [Fig. 4(c)]. The RW% was highly variable and
ranged from a minimum of to a maximum of
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